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Abstract

Facedetection is the processof locating facesin images- a task which humans
seemto have no di�cult y with, compared to computers. There are many po-
tential applications for face detection in the �eld of computing and would be a
key abilit y for socially interacting robots.

In this project, evolution is usedto train several \ratio-templates" asface/non-
face classi�ers. Combinations of separately evolved \ratio-templates" form the
basisof a facedetector that is capableof detecting upright frontal viewsof faces.

The systemis successfullydemonstrated,on several imagescontaing multiple
facesand using a web-cam,with much promise. In particular a su�cien tly low
false-positive rate and a respectable true-positive rate are apparent.

Keyw ords
Evolution, Ratio-Templates,FaceDetection, Computer Vision.



Con ten ts

1 In tro duction 5
1.1 FaceDetection . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5

1.1.1 Handling Multiple Scales . . . . . . . . . . . . . . . . . . 5
1.1.2 Pattern Recognition . . . . . . . . . . . . . . . . . . . . . 7
1.1.3 Training Classi�ers . . . . . . . . . . . . . . . . . . . . . . 8
1.1.4 Ratio-Templates . . . . . . . . . . . . . . . . . . . . . . . 9
1.1.5 Evolution for Computer Vision . . . . . . . . . . . . . . . 10

1.2 Terminology . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 10

2 Implemen tation 12
2.1 Software Development . . . . . . . . . . . . . . . . . . . . . . . . 12

2.1.1 Division of Labour . . . . . . . . . . . . . . . . . . . . . . 12
2.1.2 OpenCV . . . . . . . . . . . . . . . . . . . . . . . . . . . . 13

2.2 Facesfor Training . . . . . . . . . . . . . . . . . . . . . . . . . . 13
2.3 Evolving Ratio-Templates . . . . . . . . . . . . . . . . . . . . . . 13

2.3.1 Genetic Algorithm . . . . . . . . . . . . . . . . . . . . . . 16
2.4 Genotypes . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 16

2.4.1 RTCandidate . . . . . . . . . . . . . . . . . . . . . . . . . 17
2.4.2 MRTCandidate . . . . . . . . . . . . . . . . . . . . . . . . 17
2.4.3 NEATCandidate . . . . . . . . . . . . . . . . . . . . . . . 18

2.5 Boot-strapping Non-FaceImages . . . . . . . . . . . . . . . . . . 18
2.6 FaceDetection on Arbitrary Images . . . . . . . . . . . . . . . . 20

2.6.1 Building a Better Detector . . . . . . . . . . . . . . . . . 20
2.6.2 Hillclim bing . . . . . . . . . . . . . . . . . . . . . . . . . . 22
2.6.3 Heuristic Tidying . . . . . . . . . . . . . . . . . . . . . . . 23

3 Exp erimen ts and Results 25
3.1 Data Sets . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 25
3.2 Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 27

3.2.1 ROC Graphs . . . . . . . . . . . . . . . . . . . . . . . . . 27
3.2.2 Experimental Results . . . . . . . . . . . . . . . . . . . . 27

3.3 Improving the Results . . . . . . . . . . . . . . . . . . . . . . . . 34
3.3.1 AND'ing . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34
3.3.2 OR'ing . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35
3.3.3 Logical Grouping . . . . . . . . . . . . . . . . . . . . . . . 36
3.3.4 Detecting Facesin (not quite) Real-time . . . . . . . . . . 37
3.3.5 Hillclim bing . . . . . . . . . . . . . . . . . . . . . . . . . . 37

1



4 Extensions, Impro vements and Conclusion 44
4.1 \Better" Genotypes . . . . . . . . . . . . . . . . . . . . . . . . . 44

4.1.1 Enforce Symmetry . . . . . . . . . . . . . . . . . . . . . . 44
4.1.2 Enforce Neighbourliness . . . . . . . . . . . . . . . . . . . 44

4.2 Better, Faster, Stronger Classi�ers . . . . . . . . . . . . . . . . . 45
4.2.1 CascadingRatios . . . . . . . . . . . . . . . . . . . . . . . 45
4.2.2 Combining Ratio-Templates . . . . . . . . . . . . . . . . . 45

4.3 Handle Rotation . . . . . . . . . . . . . . . . . . . . . . . . . . . 46
4.4 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 46

A Electronic Resources 49

2



List of Figures

1.1 Using an Image Pyramid for ScaleInvariant Detection . . . . . . 6

2.1 FaceAlignment . . . . . . . . . . . . . . . . . . . . . . . . . . . . 14
2.2 Matching Ratio-Templatesto Images . . . . . . . . . . . . . . . . 15
2.3 Steady-StateGenetic Algorithm . . . . . . . . . . . . . . . . . . . 16
2.4 Boot-Strapping Non-FaceImages . . . . . . . . . . . . . . . . . . 19
2.5 ANDing to reducefalse-positives . . . . . . . . . . . . . . . . . . 21
2.6 Grouping of Templatesfor Detection . . . . . . . . . . . . . . . . 22
2.7 Merging Overlapping Detections . . . . . . . . . . . . . . . . . . 23

3.1 FaceImages . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 26
3.2 ROC Graph - MRT Lenient Sinha . . . . . . . . . . . . . . . . . 30
3.3 ROC Graph - MRT Lenient Rowley . . . . . . . . . . . . . . . . 30
3.4 ROC Graph - MRT Lenient Random . . . . . . . . . . . . . . . . 31
3.5 ROC Graph - MRT Strict Sinha . . . . . . . . . . . . . . . . . . 31
3.6 ROC Graph - MRT Strict Rowley . . . . . . . . . . . . . . . . . 32
3.7 ROC Graph - MRT Strict Random . . . . . . . . . . . . . . . . . 32
3.8 ROC Graph - MRT Moderate Sinha . . . . . . . . . . . . . . . . 33
3.9 ROC Graph - MRT Moderate Rowley . . . . . . . . . . . . . . . 33
3.10 ROC Graph - MRT Moderate Random . . . . . . . . . . . . . . . 34
3.11 Training Data Detections, using simple combination of templates 38
3.12 Training Data Detections, using simple combination of templates

(continued) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39
3.13 Training Data Detections, using simple combination of templates

(continued) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 40
3.14 Training Data Detections, using simple combination of templates

(continued) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 41
3.15 Testing on Group Photos . . . . . . . . . . . . . . . . . . . . . . 42
3.16 The Author's Facebeing Detected . . . . . . . . . . . . . . . . . 43

3



List of Tables

3.1 AveragePrecision and Recall . . . . . . . . . . . . . . . . . . . . 28
3.2 AND'ed Precision and Recall . . . . . . . . . . . . . . . . . . . . 35
3.3 OR'd Precision and Recall . . . . . . . . . . . . . . . . . . . . . . 36

4



Chapter 1

In tro duction

Facedetection is the processof locating facesin images- a task which humans
seem to have no di�cult y with, compared to computers. This immediately
marks it out as an interesting area in Arti�cial Intelligence, where we often
want to make computers better at the things humans take for granted.

Facedetection is related to facerecognition, but is in somerespects harder.
Facerecognition is usually concernedwith �nding the \b est match" to a known
face and so methods like Principle Component Analysis (PCA) are are often
used[7].

Face detection is however often a part of a face recognition system. The
system needsto know if a face is present in an image and then where it lies, so
that the facecan be extracted and o�ered to the recognition module.

Other usesfor face detection include hands free user interfaces[3] and eye
�nding[23 ]1.

For a face detection system to be useful it needs to be quick, accurate,
able to handle facesat varying distances2 and able to cope with di�ering light
conditions.

1.1 Face Detection

1.1.1 Handling Multiple Scales

A standard approach to facedetection is to usea classi�er and an image pyra-
mid to allow the detection of facesat di�eren t scales[11][24][20][21]. An image
pyramid is formed by repeatedly down-scaling3 (shrinking) an image to form a
virtual \p yramid" of images. One can then usea classi�er to classify �xed-size
\detection windows" at every position, of each image, in the pyramid. The par-
ticular image in the pyramid that a detection occurswithin dictates the \scale"
of the detection - the smaller the image the larger the scale. Combining the
scale with the position within the (scaled) image, that the detection occurs,
makes it possibleto calculate the sizeand position of the detection relative to
the original image. This processcan be seenin Figure 1.1.

1useful for discovering eye contact
2yielding faces at various scaleswithin an image.
3e.g. via bilinear interp olation
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Detection
Window

Detection
Window

Perform Detections at
Multiple Scales

1. Scana 20x20pixel \detection window" over every position in the image.

2. Use a detector to classify each detection window image (noting any
matchesand compensating for the current scale).

3. Shrink the image slightly (x 0.8 roughly) and record the new scale.

4. If the image is still larger than the detection window goto 1.

Figure 1.1: Using an Image Pyramid for ScaleInvariant Detection
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One must be careful when using an image pyramid, to ensure that it is
created properly. The relative sizesbetween imagesin the pyramid will have a
big e�ect on the pyramids usefulnessfor detection. If a facewasto lie in between
two imagescalesthen this would present a failure of the pyramid. Typically the
scalefactor is about 1.2[20], betweenthe smaller and the larger images,i.e. the
smaller image is about 0.8 times the sizeof the larger.

One way to speedup detection using an imagepyramid is to not check every
position and/or scale. If we are system is being usedon video one can consider
motion as a useful indicator of where to look - as facesare more likely to be
moving than the background. Scassellati[23] used a \motion-based pre-�lter"
that only considerspositions that have either recently contained a face, have
recently seen motion or else have not not been considered in the last three
seconds. This meansthat facesthat appear suddenly will tend to get noticed
and facespreviously detected will tend to carry on being detected.

Rather than using an image pyramid to rescalethe sourceimage, one also
can instead rescalethe \detection window"[27]. One takesthe sourceimageand
slides detection windows of multiple scalesover the image at every position.
This is in some ways quite similar to the image pyramid, but relies on the
classi�er being able to handle imagesof di�eren t sizes. It is possibly more time
consuming,as the classi�er then cannot be optimised for a �xed image size. It
may however allow more accurate detections to occur with large faces,as more
information is presented to the classi�er. However the net e�ect is more or less
the sameas using an image pyramid.

By contract, the work of Viola and Jones[26] does not make useof an image
pyramid. Instead they make use of an \in tegral image" type, which allows
the very rapid evaluation, of the simple feature detectors they use,at multiple
scales.This integral image, along with the \cascading" of feature detectors, is
cited as part how they were able to make useof 200 feature detectors and still
maintaining a good performance- speedsin the region of 15 frames per second
on a \conventional desktop"[26]. Apparently this is about the samespeedthat
it takes to compute a \12 level image pyramid alone"[26], so this is a fairly
signi�can t speedadvantage.

1.1.2 Pattern Recognition

If we are using a system (such as an image pyramid) to provide a classi�er
with imagesto classify, we have e�ectiv ely reduced face detection to a pattern
recognition problem. All that is then neededis something that can recognise
faces.

Neural Networks would be one obvious choice for pattern recognition and
many systemsdo indeedmakeuseof them in facedetection systems[11][20][21][27].
The majorit y of \neural computing" applications after all \are concernedwith
problemsin pattern recognition"[5]. Neural Networks whilst powerful do require
tuning for use in face detection. The choice of network architecture can have
a large e�ect on the systemsperformance. Wiegand, Igel and Handmann[27]
have demonstrated the useof evolution to optimise neural network architecture
for system speed,whilst still maintaining accuracy.

Kirc hberg, Jerosky and Frishholz[13] usea Hausdor� Distance-Basedmodel
for classi�cation. They useevolution to optimise the model. They concentrated
on �nding only a single face in an image, so they do not strictly speaking use
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their model as a classi�er, picking instead the best match to the model in an
image. However \the extension to �nding multiple facesis straightforward"[13]
and would probably involve merely applying a threshold to the distance indi-
cated by the Hausdor� Distance metric. In this way it could function as a
straightforward face/non-faceclassi�er.

Ratio-Template methods (see Section 1.1.4) usually rely on careful hand-
crafting[24][23][1]. Although Sinha doesdiscuss[24] a possiblesystemfor \learn-
ing the invariant" properties neededby a ratio-template the learning system is
only demonstrated using very basic synthetic images. This marks them out
from a lot of other methods which normally have someelement of training. As
of such they make good candidatesfor further investigation.

An Alternativ e to the Holistic Approac h

Holistic methods4 are probably the most common types. It feelsquite natural
to treat the faceas a single object to be detected, with the individual elements
serving as distinguishing features of the whole, rather than separateelements.
It would seemunusual not to recognisefacesas a whole[22]. One draw back
of this approach is that the obscuring of the face may result in the face being
undetected,but dependingon the application domain this may not bea problem.

However even with holistic methods it is often the intention to locate facial
components[23]. By �nding the facial components we have more information,
which may prove useful. In fact this extra information has beenused by some
to further improve upon the tracking abilit y of otherwise holistic methods[3].

By using a combination of neural network feature detection and fuzzy logic
Kouzani[14] has shown a non-holistic method that is able to cope with the
occlusions of some facial features. The system is also able to deal with pose
estimation, as knowledgeof the facial feature positions allows inferenceof the
position and orientation of the face. However Kouzani's system does (at least
for the current implementation) appear to be rather slow - \tested on a Sun-
Spark 20 station ... typical 512 x 384 image is about 9.3 min". The fact that a
non-holistic method might be slower than holistic onesis hardly surprising, as
they typically involve much more work - requiring �rst the detection of multiple
facial elements and then the inferenceof face locations.

1.1.3 Training Classi�ers

In order to create a face-detectionsystem a classi�er of somesort is required.
This classi�er simply has the task of discriminating between face and non-face
images. Whilst it is possibleto devisesuch classi�ers manually, it is often the
casethat we would prefer to automate this task.

To train such classi�ers we will typically need examplesof both face and
non-face images. The �delit y of both of these sets will obviously have a large
impact on how e�ectiv e the training is.

Positiv e Examples

Creating example image of facesfor training takestwo forms:

4ones that recognise the face as a whole
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� Synthetic images.

� Real images(possibly transformed).

Using 3D headmodels[14] it is possibleto generatesynthetic imagesof faces.
This has the advantage of making the generation of facesquite automatic, but
does require the creation (or acquisition) of the 3D models and careful use.
However if care is not taken, we might inadvertently intro duce a bias to the
data, resulting in a bias of the trained classi�er.

Alternativ ely we can take real imagescontaining facesand extract the faces
regions. This usually involves a certain amount of manual intervention, by
marking out the face or its features[20][21]. We can then extract the face,
rotating and/or rescaling it as needed. Rotation and rescaling will usually be
required, so that the �nal face image will be in a format suitable for presenting
to the classi�er. e.g. containing an upright face.

Negativ e Examples

Kirc hberg, Jesorskyand Frischholz[13] do not usenegative (non-face) examples
for training their system. They are only able to do this as they have a metric
(Hausdor� Distance[13]) for discovering how similar their edgemodels are to
the face imagesused in training.

With other approachesthe only feedback available is how well the classi�er
can discriminate between face and non-face examples. It is just as important
(if not more important) to have a good system for generating non-faceimages.
Whilst it is quite easy to generatea set of facesthat one could consider rep-
resentativ e of most faces, it is very di�cult to create a \representativ e" set
of non-face images[20]. This is becausethe set of non-face imagesconsistsof
everything that is not a face. Face images are easy to characterise and thus
represent, non-faceimagesare not.

One e�ectiv e technique to deal with this is to \b oot-strap" the non-face
images[20]. This involves adding new non-face images as training progresses,
basedon the current performance of the system. This processis outlined, as
applied to the author's system, in Section 2.5.

1.1.4 Ratio-T emplates

Ratio Templatesare a form of \image invariant" proposedby Sinha[24]. Sinha
observed that under normal5 lighting there were often \in variant" relationships
betweenthe brightnessof various regionsof the face. The most striking of these
is apparent with the eye regions,in that they are almost always darker than the
rest of the face. So an image containing two dark regions close to each other
has a better chanceof being a facethan an image without such regions. As the
relationships are betweenthe relative brightness in di�eren t regions, this lends
a certain robustnessto the technique. Overall image brightness will therefore
tend to have little e�ect on the detection process.

Sinha initially used a very simple ratio-template that was designed from
looking at real faces. Scassellati[23] further improved Sinha's ratio-templates
and it as viable for real-time detection of facesin an active vision system. By

5 i.e. lit from the top or sides, not below
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altering Scassellati'shand-crafted ratio-template, to conform to the proportions
of the \golden ratio", Anderson and McOwan[1] were further able to improve
tolerance to illumination changes.This clearly demonstratesthat given Sinha's
basic scheme there was much improvement that could be made. As of such
it seemsto indicate that it may be possible to evolve ratio-templates, as the
di�erences betweenthe templates usedin the three casesare incremental.

The exact use of ratio-templates is outlined in Section 2.3, as part of the
implementation of the �nal system.

1.1.5 Evolution for Computer Vision

Arti�cial Evolution haslong beenusedfor \optimisation" of systemparameters.
Obvious uses within the �eld of computer vision entail evolving the various
parameters used by vision sub-systems(thresholds, aperture sizesetc), which
would otherwise traditionally have to be tuned by hand[17]. Evolution can
also be applied in a \holistic" manner[18] to tune \lo w, medium and high level
processing"parametersin concert, leading to potentially better global solutions
than possibleby individually optimising each separatesub-system.

Genetic Programming (GP) has great appeal for computer vision. There
is something quite visceral about evolving programs. Genetic Programming
has been applied to detecting targets in SAR6 Imagery[10], multi-class object
detection[28][28] and Object Tracking[19] amongst others. Compared to basic
parameter optimisation, Genetic Programming hasa large scope for evolving in-
teresting and novel solutions. However GP's performanceoften dependsheavily
on the initial con�guration. Whilst this is usually true for most evolutionary
approaches,GP seemsparticularly sensitive to this. The choiceof function and
terminal sets is crucial, at the very least there must be \closure"[15] so that
it is possible to generatea correct solution, but one must also consider as few
terminals and functions as possible if evolution is to progressat a reasonable
rate. In short GP can only work with the \to ols" it has been given. If these
tools are not up to the job, or combining of thesetools is di�cult then GP will
not perform very well.

Somewherein the middle of thesetwo extremeswe have other evolutionary
approaches,such as using evolution to create neural networks[27]. In general it
would seemwise to usean evolutionary approach that is as complex as needed,
but no more so. If we start o� with something too complex (e.g. GP) we never
get good results, as getting everything setup right may take too long.

1.2 Terminology

In order to avoid ambiguit y some terminology needsde�ning. Most of these
terms are commonly used to describe classi�cation performance[8]. The most
basic terms (when applied to face/non-faceclassi�cation) are:

� Positives(P) - the number of face images.

� Negatives(N) - the number of non-faceimages.

6Synthetic Ap erture Radar
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� True-Positives(TP) - the number of face imagesthat have beencorrectly
classi�ed.

� False-Positives(FP) - the number of non-faceimagethat have beenincor-
rectly classi�ed.

� True-Negatives(TN) - the number of non-faceimage that have beencor-
rectly classi�ed.

� False-Negatives(FN) - the number of faceimagethat havebeenincorrectly
classi�ed.

Most of the other terms usedhere rely on thesebasic concepts. Particularly
in caseswherethe sizeof the setsbeing classi�ed is \skewed"[8], the basic terms
may not always be as useful. So such extra terminology is very handy.

� true-positive rate = TP=P

� false-positive rate = F P=N

� accuracy= (TP + TN )=(P + N )

� precision = TP=(TP + F P)

� recall = TP=P

The obvious point to mention with these terms is that \recall" and \true-
positive rate" are one and the same, but it is sometimesnicer to talk about
recall rather than the true-positive rate.

As there are typically only a small number of face imagescomparedto non-
face images,accuracy is not always a useful measureeither. If we had 500 face
imagesand 10,000non-faceimages,then we could achieve and accuracyof 0.95,
by simply always classifying imagesas non-faces. However accuracy has been
de�ned here, so as to help avoid any confusion in its use.

Precision is quite a useful term though, as it givesus an indication of how
likely a positive classi�cation is to be accurate. If we have a high precision
classi�er, then we canbe prett y certain that anything it classi�esasa faceimage
is very likely to be a face image. However one could also have a high precision
classi�er that only hardly ever classi�es anything as a face. The precision of
a classi�er is usually accompaniedby it's recall, to better give an idea of the
classi�er's overall behaviour.
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Chapter 2

Implemen tation

The system presented here is for the detection of \uprigh t, frontal views of
faces in gray-scale images"[20]. \Ratio-T emplates"[24] are evolved, to form
classi�ers capable of discriminating between �xed sized images of faces and
\non-faces". Evolution is performed using a steady-state genetic algorithm,
coupled with a \b oot-strapping" phase. The boot-strapping phasehelps us to
e�cien tly produce \non-face" imagesas counter-examplesduring evolution.

The evolvedratio-templates/classi�ers are groupedtogether to improvetheir
accuracy and precision. The combined classi�ers are used as a (crucial) com-
ponent in the face-detection system, capable of detecting face positions and
approximate sizesin arbitrary images.

Apart from the creation of the data sets and someof the initial con�gura-
tions of the ratio-templates, there is actually nothing inherently biasedtowards
detecting facesin the system described. In principle given di�eren t examples
of positive and negative imagesone could evolve a detector to locate other ob-
jects. By increasing the specialisation of the system we could probably reap
large bene�ts for this particular task, but the current performance was found
to be adequate. The generality would also be useful for extending the system
to detect facesthat are not \uprigh t, frontal views"[20].

2.1 Soft ware Dev elopmen t

The softwarewasdevelopedusinga combination of Python[16] and C++. SWIG
(Simple Wrapper and Interface Generator)[4] was used to generate the \glue-
code" to allow Python code to useof custom written C++ extensions.

2.1.1 Division of Lab our

The software is roughly divided into two parts. One part is concernedwith
evolving ratio-templates that can distinguish betweenfaceand non-faceimages.
This part is mostly written in Python, as it doesnot needto run in real-time,
but makesuseof someC++ classes,particularly during �tness evaluation. The
other part is mainly written in C++ and utilises (potentially) several ratio-
templates to detect faceswithin an image at various scalesand positions. This
necessitatesa large number of evaluations of the ratio-templates and so C++
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wasusedto ensurethis happensat a reasonablerate, evenon modesthardware1.
Having said that speedwas never the main aim of this project and as of such,
much could still be done to improve this aspect.

In addition, a simple GUI application was written in java, to aid in the
preparation of the face imagesneededfor training.

2.1.2 Op enCV

Intel's OpenCV [12] library was used to handle images, due in part to the
author's familiarit y with the library . The OpenCV library provides a very rich
and deep level of functionalit y, which was only barely touched upon by this
project. However having easyaccessto somehighly optimised computer vision
algorithms seemedlike a very good idea - just in case.

2.2 Faces for Training

In order to train the templates to classify faceand non-faceimageswe needto
havesomeexamples.Example imagesof human facesviewedfrom the front were
obtained from the Caltech Computation Vision Archive[2] and AT&T [6]. These
imagesalthough featuring facesviewed from the front still neededadapting for
use in the training process. As we are (only) trying to detect upright faces
it is important that we have an appropriate data set. People looking into a
camera do not always have an absolutely upright stance and we really need
control over this if we want to make training possible. So following Rowley et
al [20] the positions of six features(eyes,nose-tip, cornersand middle of mouth)
were manually tagged. Thesepositions were then usedto translate, rotate and
scalethe sourceimagesso that they best �t a 20x20imagesuitable for training.
This processwasdonein a relatively straight-forward \brute-force" manner (see
Figure 2.1).

The fact that the alignment processis automated, requiring only manual
intervention at the tagging stage, means that we can easily generate slightly
varied data sets. For example, we could intro duce a slight 
uctuation in the
orientation or scaleof the facesto make the data noisier. We could alsoproduce
data setswith the facesrotated towards a di�eren t (known) angle,which would
be useful if we wanted to train for detection of facesat other/m ultiple angles.

2.3 Evolving Ratio-T emplates

The face detection method chosen to investigate was that of Sinhas Ratio-
Templates[24]. Normally these are hand-crafted[24][23][1], so it was decided
to see whether it was possible to evolved their con�gurations instead. The
ratio-template approach is quite appealing as it gives us a nice visual model
to look at and also provides a simple and fast detector. By comparison with
the neural networks usedby Rowley et al.[20] there are far fewer computational
elements involved in a ratio-template and they are far lessopaqueto examine.

A ratio-template consistsof a seriesof \regions" and \ratios" betweenpairs
of regions. Regionsare usedto samplethe brightnessin an imageand the ratios

1secondsrather than minutes for a 160x120 image on a P3 500Mhz laptop
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Affine Transform

20x20 Pixel Face Image

Tagged Source Image

1. Calculate the translation of the feature coordinates so that their average
position lies at the origin.

2. Try all half-degree (720) rotations and �nd which one minimises the
distance betweenthe coordinates and an \ideal" set of coordinates.

3. Try all scalesfrom 1=720 to 1:0 and �nd the one which best minimises
the distance from the ideal coordinates (we assumethe real face needs
shrinking rather than enlarging).

4. Calculate the translation of the coordinates so that they lie inside the
20x20 image correctly (rather than being centred at the origin).

5. Combine the the translations, rotation and scaling to form an A�ne
transform suitable for converting the original image into a 20x20 image
containing just the face.

Figure 2.1: FaceAlignment
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1. Look at each ratio in turn:

(a) If brightness(region1)=brightness(region2) > thr eshold then the
ratio is \present" in the image.

(b) If brightness(region1)=brightness(region2) < = thr eshold then
the ratio is \absent" from the image.

2. Sum the weights of the \present" ratios and subtract the weights of the
\absent" ratios, comparing the result with zero:

 
pr esentX

i

weight i

!

�

0

@
absentX

j

weight j

1

A > 0 (2.1)

3. A result greater than zero indicates a match.

Figure 2.2: Matching Ratio-Templatesto Images

are used to make comparisonsbetween the brightness of regions. We seehow
many of the ratios are present/absent within an image. As someratios may be
more important than others we also weight the ratios to help decideif a match
has occurred (seeFigure 2.2).

In this way the absenceof a ratio can have just as much of an e�ect on the
outcome as its presence. For example, a ratio that corresponding to the eye
region versusthe foreheadmight be very important and its absencecould often
indicate that the image being examineddoesnot contain a face.

For optimisation purposesthere are several attributes that spring to mind:

� Number of regions.

� Number of ratios.

� Position and sizeof regions.

� Ratio positions (i.e. which regionsthey apply to).

� Ratio thresholds and weights.

Exactly how we evolve these attributes will obviously depend on the geno-
typic representation used.
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Tournament

Vs.

Tournament

Vs.

Faces Non-Faces

Evaluate Ability to Classify Face and Non-Face Images

Select Parents via Tournaments

Select Individuals Mutate/Recombine

Insert Into Population

1. Select parent(s) via tournament selection, based on abilit y to classify
faceand non-faceimages.

2. Recombine and/or mutate parent(s) to produce an o�spring.

3. Selecta random population member and comparewith the o�spring.

4. If the o�spring is better (or with a small probabilit y) replacethe popu-
lation member with the o�spring.

Figure 2.3: Steady-State Genetic Algorithm

2.3.1 Genetic Algorithm

A fairly standard steady-state genetic algorithm was used to evolve the ratio-
templates (seeFigure 2.3). At each step of the algorithm parents are selectedvia
binary tournaments and used to create a single o�spring, via a combination of
mutation and/or recombination 2. This o�spring is then evaluated and replaces
a random member of the population if the o�spring is an improvement over that
population member or with a small probabilit y otherwise.

2.4 Genot yp es

Three di�eren t genotypeswerecreated,each slightly morecomplexthan the last.
In all casesthere is a genotypeto phenotypemapping, although this is not a very

2with certain probabilities
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complexmapping, it is worth acknowledging. The genotypesare concernedwith
mutation and recombination, whereasthe phenotype (the actual ratio-template
object) is purely concernedwith ratios, regionsand matching/classifying images.
The major advantage of this mapping is that the �nal detector need only be
concernedwith the phenotypes(ratio-templates), leaving us free to potentially
create quite arbitrary genotypes. This meanswe can decouplethe evolutionary
processfrom the �nal face detection process.

In all cases,the genotypesregionsare initialised in a similar fashion, either
using a hand-crafted or randomised layout. This is necessaryfor the RTCan-
didate in particular, but also helps the other genotypes get a reasonablygood
starting point. An obvious specialisation would be to enforcesymmetry[13] in
the �nal phenotypes, which would have the bene�t of reducing the potential
search space,but this was not attempted at this stage.

To help encourageratios to form between neighbouring regions mutation,
in all of the candidates, mutation was biased towards selecting nearer regions.
This bias was very mild and used a simple ranking to preferentially select the
nearer regionsto the region currently usedin a ratio.

2.4.1 RTCandidate

The RTCandidate allows the optimisation of a �xed number of ratios. The
genotypic representation of a ratio mirrors that found in a ratio-template. Each
ratio has a threshold, weight and a pair of indices representing the regionsthat
the ratio applies to. In addition there is also a used/un-used boolean, which
signi�es whether we shall usethe ratio in the �nal phenotype or not. This allows
for a certain amount of variablilit y in the size of the phenotype and allows us
to maintain the simplicit y of a �xed-length genotype.

The genotype is implemented as a seriesof 
at arrays, with the values of
a single ratio being spreadacrossmultiple arrays - one for each ratio attribute
(used, threshold, weight and the region indices). This was done so that we
have several arrays of homogenousvalues(booleans,integersand real numbers),
which makesmutation and recombination easierto implement. This alsomeans
that we have two classicgenotypic representations, one being discrete and one
continuous. Mutation follows this pattern. The discretesectionof the genotype
is subject to a point-rate mutation, averagingonealteration per mutation. The
continuous section is mutated by adding a small amount of Gaussiannoise to
every element in the array, as is classically done when optimising real-valued
parameters. Recombination is handled via discrete uniform recombination, at
the ratio level. Each ratio in the o�spring is drawn in its entiret y from one or
other parent. This makessenseas the ratios form obvious \building blocks"[9].

The major drawback of this genotype is that if the regions(manually) spec-
i�ed for usein the template are not appropriate for the task at hand, then little
can be done about this.

2.4.2 MR TCandidate

The MRTCandidate extendsthe RTCandidate, so it too allows the optimisation
of a �xed number of ratios. In addition it allowsthe optimisation of the positions
and sizesof a �xed number of regions. The x,y location and sizesare represented
as real-valued numbers between 0 and 1. In the genotype the x,y location
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represents the centre point of a region, so that increasesor decreasesin sizewill
have an e�ect in all directions, rather than arbitrarily only changing the regions
coverageto the right and/or left.

Mutation of the regions is only performed with a small probabilit y3 - most
of the time only the ratios are mutated. This allows the regionsto shift slightly
in position, but givesenoughtime for the ratios to be optimised to match them.
Recombination of the regions is performed in addition to that of the the ratios
and is performed in a similar fashion, with regionsbeing transferred whole from
either parent to the o�spring with equal probabilit y. One slight drawback of
this approach is that it may result in disruption of the ratios, as the regions
that they refer to may alter radically after recombination. However this is only
a problem when both parents are massively di�eren t, in which casewe would
not expect recombination to be useful anyway.

This genotype addressesthe drawback of the RTCandidate, allowing candi-
dates to adjust the regionsto better �t the data/ob jects being modelled.

2.4.3 NEA TCandidate

This �nal genotype was inspired by NEAT (NeuroEvolution of Augmenting
Topologies) [25]. The intent was to create a more dynamic genotype that can
increasein complexity over time.

Traditionally creating recombination operators for dynamic genotypes is
quite awkward. NEAT assigns\unique historical tags" to each newly added
node/connection in a network and these are used to \line-up" the two geno-
types for recombination. This meansthat we will combine features that were
originally the same, but may have been altered by mutation since. Thus the
o�spring will typically contain the features that are common in both parents,
somethingwhich might otherwisebe quite tric ky to do when there is no explicit
indication of commonality.

2.5 Bo ot-strapping Non-F ace Images

The \b oot-strapping" method employedby Rowley et al[20] wasadapted for use
with the steady-stategenetic algorithm. This technique was necessaryto avoid
a \h uge training set for non-faces"[20], whilst still maintaining a representativ e
sampleof non-faceimages.The boot-strapping processis only usedperiodically4

and is outlined in Figure 2.4.
The boot-strapping has the e�ect of forcing the search to tackle areas the

population's best doesnot currently handle very well, driving evolution towards
\the preciseboundary between face and non-faceimages"[20]. The immediate
e�ect may well mean the \b est" is suddenly no longer the best and this is part
of the intent, as it helps prevent stagnation.

Another subtle bene�t of the boot-strapping processis that every evolu-
tionary run will result in the use of di�eren t non-face sets. This means that
the �nal output of each run will produce candidates that are better able to
handle di�eren t setsof non-faceimages. By combining the outputs of multiple

3e.g. 0.01
4say once every ten generations (or equivalent for a steady-state GA)
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Detect "Faces"

Current Best

Background Image (Contains No Faces)

Insert Into Non�Face Images
Select Subset of False�Detections

1. Select the current \b est" candidate.

2. Selecta background image, known to contain no faces,at random.

3. Use the candidate to match facesin the background image (seeSection
2.6).

4. Insert a subset of the sub-imagesrepresenting any (implicitly) false de-
tections into the non-faceset.

Figure 2.4: Boot-Strapping Non-FaceImages
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ratio-templates we can take advantage of these di�erences to further enhance
detection performance.

2.6 Face Detection on Arbitrary Images

The GA described previously does not in itself evolve templates for detecting
face positions in arbitrary images. It merely evolves templates that are (hope-
fully) able to discriminate between\face" and \non-face" imagesof �xed sizes.

Rowley et al. [20] and Sinha [24] both make use of \image pyramids" to
handle detections of facesat di�eren t scales.To do this we simply try out our
detector at every position in an image, noting any positions that match. We
then scalethe imagedown and repeat the process.Detections that occur on the
smaller imagesrepresent larger facesand vice-versa(seeFigure 1.1).

2.6.1 Building a Better Detector

This represents a lot of imagesto be viewed and so even with reasonablefalse-
detection rates under training, we are probabilistically still quite likely to have
several false-positivesoccurring. For exampleto detect facesin a 160� 120image
would involve examining roughly 37000sub-images,of which we would expect
only a few to contain faces. So even with a false-positive rate of only 0:001 we
might still expect to have 30 or so false-positives. If our image only contains
one face this would be quite disastrous, we might never know which detection
wasthe real face. In fact a false-positive rate closerto 1 in 1,000,000is probably
needed\for a facedetector to be practical for real applications"[26].

AND'ing

To combat false-positives we can combine several independently evolved tem-
platesand arbitrate betweenthem. The most straightforward arbitration scheme
is to simply AND the results [21], i.e. every template must agreewith a de-
tection otherwise we do not consider it a true detection (seeFigure 2.5). This
works becausethe \false-positives" that the templates give tend to di�er, as
each template has beenevolved separately. Whereasthe templates will tend to
agreeon the detection of the actual faces.This schemeworks bestwhen the tem-
plates being combined tend towards false-positives rather than true-negatives,
i.e. precision is bad, but recall is good. If a single template is unable to detect
a particular face, then this schemewill meanthat the faceis not detected (even
if other templates being usedcould detect the face).

Another nice sidebene�t of using AND'ing to combine the templates is that
it is not a costly process. When checking a speci�c scaleand position we can
\short-circuit" the logic (cascadethe detectors[26]) and so may not needto use
every template before we have decidedthat there is no facepresent.

Logical Grouping

Oncewe havea seriesof ratio-templates that result in low false-positive rates we
can also consider logical grouping. This is quite a simple idea and just involves
taking the resulting of several AND'ed groupsof templates and OR'ing together
those results (seeFigure 2.6). This can be done to raise the total true-positive
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}
}

By only accepting detections that all three templates agree upon, we have
beenable to get an accurate detection.

Figure 2.5: ANDing to reducefalse-positives
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}
AND

} }

AND AND} }

OR OR}

Result

Figure 2.6: Grouping of Templates for Detection

rate, whilst still maintaining a lower false-positive rate. It also meansthat we
could combine groupsof detectors to detect facesat slightly di�eren t anglesand
by combining the results gain a detector capableof detecting facesat a variety
of angles.

2.6.2 Hillclim bing

As the task of hand-selectingevena few templates to combine into a detector can
be quite time consuming, it was decided that this processcould do with being
automated. As an experiment, a simple mutation-based hill-clim bing algorithm
was tried.

Each candidate solution consisted of a list of lists of (pre-evolved) ratio-
templates. The list structure represented how the templates would be logically
combined in a detector. This logical structure wasspeci�ed at the start and only
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Heuristic

Raw Detection Grouped Detection

1. Pick the next detection.

2. Find (the nearest) overlapping detection.

3. If there is an overlapping detection merge the two together and replace
them with the mergedversion.

4. Repeat, until no overlapping detections are found.

Figure 2.7: Merging Overlapping Detections

the exact templates usedcould be altered. In this way we could for exampletry
to �nd a good combination of two or three di�eren t templates that would yield
a precisedetector, which also had a good recall rate.

To evaluate how good (or bad) a detector was the following evaluation func-
tion was used:

score = precision � (10:0 + recall)

This biased the search towards precise solutions and typically means that an
increasein the recall would only be acceptedif the precision has not decreased
signi�can tly . The hope being to get \completely" precise solutions and then
slowly increasethe recall rate without adverselya�ecting the precision.

It may also be possibleto incorporate the combining of ratio-templates into
the main algorithm. It could then alsobe the casethat we might wish to evolve
simpler templates, but add an additional goal to the evolutionary processof
producing combinations of templates that are also computationally e�cien t.
However as the hillclim bing wasonly attempted towards the end of this project
there was insu�cien t time to really explore such areas.

2.6.3 Heuristic Tidying

Oncethe detection processhasoccurred we are often left with several detections
grouped around the same location. This is not too much of a problem when
looking at these detections overlaid on an image, as we tend to automatically
consider them one as detection. However if we want to use the results of the
detections in a programmatic fashion (e.g. as input to another system) we need
to group thesedetection asbest we can into onedetection. This wasdone in an
iterativ e fashion (seeFigure 2.7) and does not add too much extra cost to the
detection process- as long as there are not too many detections.

Originally overlapping was consideredto occur when the bounding boxes
of the detections overlapped, but this does not give could results when the
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detections are only overlapping at the corners. So instead the test to see if
two detections overlapped was done using a circular shape, thus preventing the
merging of detections that are barely overlapping. This idea could be extended
further, by making the radius of the circle usedsmaller than the detection size
and by consideringhow similar in sizeeach detection is. Hopefully that would
make the heuristic more robust in the face of false-detections, which might
otherwise produce unexpected results after merging.

So as to evaluate the accuracy of the actual detection processthe heuristic
was not applied to any of the imagesshown in the results section and is merely
included here as a re�nement of the overall process.
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Chapter 3

Exp erimen ts and Results

Now that the workings of the face detection system have been outlined it is
necessaryto demonstrate it in action. In order to do this we need to evolve
ratio-templates that are capableof classifying face/non-faceimages. To do this,
several di�eren t experiments were performed, with the intention of creating
viable ratio-templates for use in a detector.

After the templates were evolved it also proved necessaryto combine these
templates, to further improvetheir accuracy- to the point at which a respectable
facedetector could beproduced. Various combinations of templates, somehand-
selectedand somegeneratedvia hillclim bing, were tested on imagescontaining
faces. The detectors were also tested using a webcam, to help get a better feel
for how they work in a \real-w orld" situation.

3.1 Data Sets

Two face data sets were used during experimentation. The training/ev olution
set consistsof 450 20x20imagesderived from imagesfrom the Caltech Compu-
tational Vision Archive [2] of roughly 27 di�eren t people. The test set consists
of 30620x20imagesderived from the ATT Databaseof Faces[6] of 40 di�eren t
people. Figure 3.1 a) shows someof the facesimagesusedduring evolution and
Figure 3.1 b) someof those usedfor testing.

During evolution an initial set of roughly 600non-faceimagesweresupplied.
These initial imageswere taken from the backgrounds of the original Caltech
images, but otherwise have no particular pattern (apart from not containing
faces). The background imagesusedduring \b oot-strapping" consistedof sev-
eral outdoor and indoor shots, as well as some images of text (due to texts
regular shape).

For evaluation, after evolution, two sets of non-face imageswere also used.
One set was derived from the backgrounds usedduring training and one from a
di�eren t set of background images. Both setsconsistedof 10,00020x20 images
representing sub-imagesof various scalesin the backgrounds.
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(a) Example FacesUsed During Evolution (partial set)

(b) FacesUsed for Testing

Figure 3.1: FaceImages
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3.2 Exp erimen ts

In addition to choosing which candidate (out of the three) to use,each experi-
ment usedone of three �tness functions:

� \Lenient" f itness = 0:9 � tp + 0:1 � f p

� \Strict" f itness = 0:1 � tp + 0:9 � f p

� \Mo derate" f itness = 0:5 � tp + 0:5 � f p

Where tp is the true-positive rate and f p is the false-positive rate.
In turn each experiment wasalsoinitialised usingoneof three regionschemes:

� \Sinha" - 11 regionscorresponding roughly to a faceshape.

� \Ro wley" - 24 regionsorganisedin overlapping grids and rows.

� \Random" - 20 regionsplaced randomly over the template area.

This therefore leadsus to twenty seven di�eren t experiments - one for each
combination of candidate, �tness function and regions.

3.2.1 ROC Graphs

As we performed ten runs of each experiment this obviously leavesus with a lot
of data to look at. To make comprehensionof the data a bit easier the true-
positiveand false-positive rates for each experiment wereplotted asROC graphs
(Receiver Operating Characteristics[8]). Two groupsof data points wereplotted
on these graphs, one set representing the \training set" and one representing
a \test set". The face images for the \training set" were those used during
evolution, whereasthe \test set" contained a di�eren t In both cases10,000non-
face imageswere usedto estimate the false-positive rates. The non-faceimages
for the \training set" were randomly selectedsub-images,of assorted scales,
from the background images used during evolution. The \test set" non-face
images were drawn from a di�eren t set of background images, that were not
usedduring evolution.

3.2.2 Exp erimen tal Results

The averageprecision and recall on the \training" and \testing" data sets for
each experiment (across10 runs each) can be seenin Table 3.1.

Genot yp es

The �rst thing to look at is how well the experiments using the RTCandidate
and those using the MRTCandidate fare. Given that the MRTCandidate is
the sameas the RTCandidate, only with the addition of being able to evolve
the position of its regions, it would be wise to see if this di�erence has any
e�ect. The short answer being yes. In fact the di�erence is actually quite
dramatic. For the training sets every experiment using an MRTCandidate is,
on average,better in both precisionand recall than its counterpart RTCandidate
experiment. This trend continuesfor the testing set, whereonly oneexperiment
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Exp erimen t Av erage
Training Testing

Precision Recall Precision Recall

RT Lenient Sinha 0.273 0.993 0.154 0.924
RT Lenient Rowley 0.395 0.970 0.171 0.651
RT Lenient Random 0.217 0.988 0.109 0.842
RT Strict Sinha 0.378 0.003 0.000 0.000
RT Strict Rowley 0.978 0.560 0.732 0.100
RT Strict Random 0.863 0.117 0.304 0.009
RT Moderate Sinha 0.779 0.818 0.531 0.647
RT Moderate Rowley 0.910 0.820 0.616 0.292
RT Moderate Random 0.834 0.708 0.420 0.213
MRT Lenient Sinha 0.615 0.995 0.379 0.846
MRT Lenient Rowley 0.531 0.988 0.301 0.766
MRT Lenient Random 0.394 0.988 0.212 0.806
MRT Strict Sinha 0.725 0.118 0.408 0.044
MRT Strict Rowley 0.982 0.641 0.911 0.177
MRT Strict Random 0.967 0.438 0.694 0.111
MRT Moderate Sinha 0.916 0.919 0.767 0.657
MRT Moderate Rowley 0.944 0.892 0.808 0.440
MRT Moderate Random 0.907 0.881 0.749 0.500
NEAT Lenient Sinha 0.283 0.989 0.162 0.929
NEAT Lenient Rowley 0.263 0.995 0.141 0.933
NEAT Lenient Random 0.255 0.993 0.143 0.936
NEAT Strict Sinha 0.970 0.572 0.804 0.189
NEAT Strict Rowley 0.962 0.606 0.810 0.251
NEAT Strict Random 0.950 0.527 0.799 0.207
NEAT Moderate Sinha 0.775 0.879 0.538 0.624
NEAT Moderate Rowley 0.849 0.883 0.613 0.499
NEAT Moderate Random 0.806 0.898 0.570 0.607

Precision = TP=(TP + F P) Recall = TP=P

Table 3.1: AveragePrecision and Recall
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yields better averagerecall for the RTCandidate and even then the precision for
that experiment is worse.

The NEATCandidate experiments appear to have performed more or less
better than the RTCandidate experiments, but do not dominate them in the
sameway as the MRTCandidate experiment. This is slightly disappointing as
the slightly moredynamic nature of the genotypesencoding schemeis appealing.
However one suspects that this may also be part of the reasonfor the relative
failure - more work is probably neededto carefully tune this genotype.

We will concentrate on the nine experiments that make useof the MRTCan-
didate, as thesehave the best overall results.

Fitness Function and Regions

As might be expectedthe experiments using the \strict" �tness function, biased
against false-positives,have for the most part the highest precision,but alsothe
lowest precision. Conversely the exact opposite is true for those using the \le-
nient" �tness function. This leavesthe \mo derate" experiments in the middle,
which might not seemvery useful. Seeingas we have not evolved any detectors
that have both the best precisionand best recall it would seemwe have no clear
winner. However all is not lost.

Looking at the ROC graphs for the MRTCandidate experiments (Figures
3.2-3.10) can help us decide which conditions yielded the best templates and
hence which templates to consider for use as (part of) a detector. Each of
the graphs contains two data sets. One represents the true-positive and false-
positive rates on the training set (squares) and one on the test set (circles).
Roughly speaking a \b etter" detector will have as many of thesepoints plotted
nearer to the top-left hand corner of the graph - the point at which we have a
perfect detector1. The concept of distance/nearnesscan be applied di�eren tly
depending on what kind of behaviour we are hoping for. In this casea low
false-positive rate is desirable, this is partly due to personal preference,but
as mentioned previously a false-positive rate in the region of 1 in 1,000,000is
needed\for a face detector to be practical for real applications"[26]. Taking
into account this preferencewe can make somemore informed decisions.

The ROC graphs for the lenient experiments (Figures 3.2-3.4) have most of
their points plotted closer to the top of the graph. In fact no single point has
worse than a 0.6 true-positive rate. The best graph (for the Sinha regions -
Figure 3.2) would seemto be quite well squeezedinto the top-left corner, but
even the best point still has a \high" 2 false-positive rate.

The strict experiments (Figures 3.5-3.7) are actually worsethan the lenient
ones,despite having very low false-positive rates. They are let down by their
abysmal true-positive rates. In particular the points for the test set are usually
very low down, never rising much above 0.4. This makes the combining of
these templates, discussedlater, more di�cult - attempting to further reduce
the false-positive rate is likely to lead to an even worsetrue-positive rate.

This leads us to the moderate experiments (Figures 3.8-3.10). The ROC
graphs for these look almost like those for the strict experiments, but with one
important di�erence: the true-positive rate is much better. As in the lenient
experiments the best of theseseemsto be the Sinha variant (Figure 3.8). If we

1 i.e. a false-positiv e rate of 0.0 and a true-p ositiv e rate of 1.0
2Ab out 0.01-0.02
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Figure 3.2: ROC Graph - MRT Lenient Sinha
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Figure 3.3: ROC Graph - MRT Lenient Rowley
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Figure 3.4: ROC Graph - MRT Lenient Random
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Figure 3.5: ROC Graph - MRT Strict Sinha
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Figure 3.6: ROC Graph - MRT Strict Rowley
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Figure 3.7: ROC Graph - MRT Strict Random
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Figure 3.8: ROC Graph - MRT Moderate Sinha
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Figure 3.9: ROC Graph - MRT Moderate Rowley
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Figure 3.10: ROC Graph - MRT Moderate Random

compare these two graphs (Figure 3.2 vs. Figure 3.8) we seethat whilst the
true-positive rates for the lenient experiment are better they are not orders of
magnitude better then those in the moderate experiment. The samecannot be
said for the false-positive rates. At the scaleshown the moderate experiments
seem to have an almost zero false-positive rate and the lenient experiments
false-positive rates are quite obvious.

In short the moderate experiments have both good false-positive and true-
positive rates which collectively leads to a \b etter" detector. These templates
will form a good basis for the work discussedin the following section.

3.3 Impro ving the Results

At this point we have several templates - someof which work reasonablywell.
However they only work reasonablywell on the task of discriminating between
face and non-faceimages. For our real task of detecting positions (and scales)
of facesin imagesthey will needto be further improved.

3.3.1 AND'ing

Table 3.2 shows the precision and recall rates when all ten templates evolved
in an experiment are AND'ed together to yield the �nal detection result. By
comparison with Table 3.1 (averagesfor each experiment) one can seethat in
general the precision has increased,but the recall has reducedalso. The preci-
sion (how often a detection is actually a true-positive) improves,becauseeach
evolved template will tend to result in di�er ent false-positives, thus reducing
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Exp erimen t AND'ed
Training Testing

Precision Recall Precision Recall

RT Lenient Sinha 0.766 0.953 0.569 0.807
RT Lenient Rowley 0.898 0.922 0.616 0.374
RT Lenient Random 0.986 0.920 0.950 0.370
RT Strict Sinha 1.000 0.000 1.000 0.000
RT Strict Rowley 1.000 0.307 1.000 0.003
RT Strict Random 1.000 0.000 1.000 0.000
RT Moderate Sinha 0.993 0.610 0.901 0.479
RT Moderate Rowley 0.994 0.704 0.875 0.092
RT Moderate Random 1.000 0.332 1.000 0.007
MRT Lenient Sinha 0.998 0.967 0.984 0.610
MRT Lenient Rowley 0.998 0.942 0.991 0.380
MRT Lenient Random 1.000 0.942 1.000 0.430
MRT Strict Sinha 1.000 0.000 1.000 0.000
MRT Strict Rowley 1.000 0.314 1.000 0.010
MRT Strict Random 1.000 0.056 1.000 0.000
MRT Moderate Sinha 1.000 0.724 1.000 0.305
MRT Moderate Rowley 1.000 0.762 1.000 0.108
MRT Moderate Random 1.000 0.679 1.000 0.085
NEAT Lenient Sinha 0.991 0.949 0.965 0.728
NEAT Lenient Rowley 0.962 0.971 0.924 0.718
NEAT Lenient Random 0.935 0.960 0.856 0.780
NEAT Strict Sinha 1.000 0.167 1.000 0.003
NEAT Strict Rowley 1.000 0.205 1.000 0.026
NEAT Strict Random 1.000 0.085 1.000 0.003
NEAT Moderate Sinha 1.000 0.684 1.000 0.174
NEAT Moderate Rowley 1.000 0.733 0.978 0.144
NEAT Moderate Random 1.000 0.757 1.000 0.213

Precision = TP=(TP + F P) Recall = TP=P

Table 3.2: AND'ed Precision and Recall

the collective false-positive rate and thereby improving the precision(seeFigure
2.5). Having a high precision detector is important, as then we can be prett y
certain that anything it does detect is actually a face. However the recall (how
many facesare actually detected) reducesalso, which means we are also less
likely to have any detections.

In this case,the use of ten templates AND'ed together often gives us very
good precision levels, but we can probably useslightly fewer templates and still
achieve similar precision levels and yet actually detect more facessuccessfully.

3.3.2 OR'ing

Table 3.3, for comparison, shows the e�ects of OR'ing the outputs of all ten
templates in an experiment together. This gives us the opposite e�ect of the
AND'ing shown in Table 3.2 - namely that the precision is reduced(often mas-
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Exp erimen t OR'ed
Training Testing

Precision Recall Precision Recall

RT Lenient Sinha 0.104 1.000 0.062 0.993
RT Lenient Rowley 0.157 0.991 0.072 0.862
RT Lenient Random 0.043 1.000 0.030 1.000
RT Strict Sinha 0.118 0.009 0.000 0.000
RT Strict Rowley 0.887 0.786 0.550 0.289
RT Strict Random 0.828 0.537 0.342 0.085
RT Moderate Sinha 0.423 0.953 0.218 0.833
RT Moderate Rowley 0.632 0.900 0.325 0.567
RT Moderate Random 0.479 0.940 0.231 0.679
MRT Lenient Sinha 0.240 1.000 0.121 0.961
MRT Lenient Rowley 0.172 1.000 0.091 0.984
MRT Lenient Random 0.096 1.000 0.052 0.997
MRT Strict Sinha 0.860 0.822 0.508 0.403
MRT Strict Rowley 0.893 0.857 0.774 0.495
MRT Strict Random 0.823 0.878 0.592 0.610
MRT Moderate Sinha 0.595 0.987 0.373 0.918
MRT Moderate Rowley 0.695 0.960 0.469 0.751
MRT Moderate Random 0.575 0.964 0.386 0.843
NEAT Lenient Sinha 0.083 1.000 0.046 1.000
NEAT Lenient Rowley 0.093 1.000 0.049 0.997
NEAT Lenient Random 0.086 1.000 0.048 1.000
NEAT Strict Sinha 0.863 0.855 0.586 0.570
NEAT Strict Rowley 0.814 0.884 0.550 0.669
NEAT Strict Random 0.787 0.862 0.548 0.620
NEAT Moderate Sinha 0.348 0.976 0.196 0.954
NEAT Moderate Rowley 0.499 0.951 0.282 0.813
NEAT Moderate Random 0.390 0.964 0.215 0.921

Precision = TP=(TP + F P) Recall = TP=P

Table 3.3: OR'd Precision and Recall

sively), but the recall increases.Simply OR'ing the templates in this way is also
not enough,so we needto try another approach.

3.3.3 Logical Grouping

Next combining templatesusingboth AND'ing (to increaseprecision)and OR'ing
(to increaserecall) was tried. Templates were formed into groups that were
AND'ed together, then the results of each group were OR'ed to give the �nal
result. Each group should then individually have a very low false-positive rate.
By OR'ing the groups together we can increasethe collective recall rate, whilst
hopefully still maintaining a high precision.

Initially the selectionof thesegroupswasdonecrudely by hand. For example
the resultsof combining the three MRT moderateexperiments (Figures 3.8-3.10)
by AND'ing each experiment, as in Table 3.2, and then OR'ing each AND'ed
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experiment together (as in Figure 2.6) can be seenin Figures 3.11-3.14. The
�gures show the combined detector being tested on the sourceimages3 for the
training set. As can be seenthis looks reasonablyconvincing. There are roughly
two false-positives(in Figures 3.11 and 3.14) and seventy eight false-negatives.
Out of 450 imagesthis still represents a recall rate of:

r ecall = (450� 78)=450= 0:827 (3 d.p.)

and a precision rate of:

precision = (450� 78)=(450� 78+ 2) = 0:995 (3 d.p.)

Which is at the very least what onewould hope for when testing on imagesused
for the training set. It also also worth noting that a lot of the false-negatives
occur on facesthat are either lit from behind or elsetilted slightly (which was
part of the reasonfor pre-processingthe facesfor training by aligning them).

Next the combined detector was tested on a series of images containing
multiple faces4. The results for someof thesedetections can be seenin Figure
3.15 a). On most of the multiple face imagesused the false-positive rate was
very low, however the true-positive rate was also quite low. So the detectors
precision was high, but its recall quite low. The detector seemedaccurate, but
overly conservative.

3.3.4 Detecting Faces in (not quite) Real-time

One of the original intentions of this project was to be able to successfully
locate and/or track facesin real-time with a camera of somesort. So to this
end it seemedremissnot to try out the various evolved detectorson a web-cam.
Initially the detector usedpreviously in Section3.3.3wastested, but asnoted it
proved too conservative and produced no detections! So in the end the number
of templates waspaired down slightly , resulting in a detector comprising of three
groups of three templates. This allowed the detector to successfullydetect the
author's face in \in teractive" time 5. This detection was recordedfor posterity
and is available as a short movie clip 6, a few frames of which can be seenin
Figure 3.16 a).

3.3.5 Hillclim bing

The precision and recall rates for hillclim bing were calculated using both the
training and testing facesfrom the evolutionary runs and 40,000random back-
ground images.

Up to a certain point the hillclim bing approach seemedto work. The preci-
sion and recall rates being reported were much better than those of either the
individual templates and the combinations usedpreviously. However it seemed
that even an apparently \p erfect" precision on the data used, did not always
entail a high precision on real data. The di�erence is apparent in Figure 3.15

3The images that the training set faces(20x20 pixel images of just the faces) were extracted
from

4Mainly images from Rowley et al's test set.
5Not \real-time", but a few seconds for each detection. i.e. fast enough for someone to

interact with.
6http://studen tweb.cs.bham.ac.uk/ � msc37jxm/pro ject/w ebcam.mpg
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Figure 3.11: Training Data Detections, using simple combination of templates
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Figure 3.12: Training Data Detections, using simple combination of templates
(continued)
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Figure 3.13: Training Data Detections, using simple combination of templates
(continued)
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Figure 3.14: Training Data Detections, using simple combination of templates
(continued)

b), when comparedwith Figure 3.15 a). One can clearly seethat the precision
is much worse. However the recall rate does generally seemhigher, as more
facesseemto be correctly picked out. As Rowley et al [20] note it is di�cult to
�nd a representativ e set of \non-face" imagesfor training. So perhapsit would
be necessaryto perform hillclim bing using the \b oot-strapping" technique used
during evolution. Until this is done it will not becomeclear as to whether we
require a \b etter" algorithm to select the templates.

Real-time Detection using a Hillclim bed Detector

To further comparehow the current useof hillclim bing to selecttemplates com-
pares with manual selection, the detector previously used was tested with a
webcam. As this was performed under slightly di�eren t lighting conditions, the
hand-selecteddetector was tested again and was found to behave as before.

Somesampleframescan be seenin Figure 3.16b). When they are compared
against the hand-selecteddetector (Figure 3.16 a)) we see that it is (again)
not quite as good. In particular it persistently incorrectly detects facesin at
least two positions and \loses" the author's facewhen it appears it should not.
However this is an improvement over just using a single template. So it does
show that automation of this \last step" could be appropriate - with a little
more work.
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(a) Hand-Selected Detector

(b) Hillclim bed Detector

Figure 3.15: Testing on Group Photos
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(a) Hand-Selected Detector

(b) Hillclim bed Detector

Figure 3.16: The Author's Facebeing Detected
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Chapter 4

Extensions, Impro vements
and Conclusion

4.1 \Better" Genot yp es

The MRTCandidate genotypeprovedto be the most e�ectiv egenotype, in terms
of producing good classi�ers. It seemedthat allowing the evolution of both the
ratios and regionsof a ratio-template, gave the MRTCandidate a real competi-
tiv e edgeover the RTCandidate, which could only evolve ratios and not regions.
However the MRTCandidate genotype is quite basic and not very dynamic -
only allowing the evolution of a �xed number of regionsand ratios. The NEAT-
Candidate went someway to addressthe lack of dynamism, but did not perform
as well. Obviously somework needsto be done to addressthis.

4.1.1 Enforce Symmetry

For the task of detecting upright facesthere would be one obvious feature to
exploit, that of symmetry[13]. If a genotype only encoded half of the ratio-
template (with the other half being mirrored), performancecould be improved
by constraining the search space.The ratio-templates producedwould alwaysbe
symmetric, which would most likely be a huge bene�t for detecting symmetric
objects such as faces. Conversely un-symmetric objects would less likely be
classi�ed incorrectly as faces,lowering the false-positive rate.

As only the genotype would be enforcing the symmetry this meansthat the
system as a whole would remain quite general. By using di�eren t genotypes,
one could still evolve detectors for di�eren t purposes. e.g. detecting faces in
pro�le.

4.1.2 Enforce Neigh bourliness

The original idea behind ratio-templates was to examine local di�erences in
brightness[24]. The current genotypes only loosely encouragethis, with muta-
tion biased towards selecting regions near to each other, for use in ratios. As
with enforcingsymmetry it may help reducethe search space.The total number
of ratios to be examinedwould be limited and the examination of many spurious
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ratios would be eliminated, as regionsthat are far apart are lesslikely to share
an invariant relationship..

With a genotype that does not alter the positions of regions this would be
straightforward, as the information could be encoded ahead of time. Even if
the initial positions can change,the information would still be valid, as long as
the position changesare not too radical. Otherwise it would be a caseof being
able to decidewhen two regionsare neighbours, via programmatic means,and
deciding how to deal with situations where someregionshave no neighbours.

4.2 Better, Faster, Stronger Classi�ers

The current evolved ratio-templates evolved are able to discriminate, to a rea-
sonable, between face and non-face images. However to get a decent level of
classi�cation performancethey must be (manually) combined. This potentially
slows down the whole system and requires a level of human interaction that
could probably be automated.

4.2.1 Cascading Ratios

Viola and Jones[26] \cascade" their feature detectors together, so that as soon
as one fails to match no others need examine, meaning non-face images can
quickly be classi�ed as such. Extending this idea to a ratio-template would be
quite easy and has in fact been tried by Scassellati[23], wherein he identi�ed
eleven \essential" ratios, of which ten must be matched. As soon as two of the
essential ratios fail to match, the image can be rejected.

One could take this step even further and make the order of the ratios
matter. As each ratio is examined its weighting would be added or subtracted1

from a running total. If at any point the running total falls below zero then the
entire match would fail. The absenceof a single ratio, with a large weighting
(evaluated early), might then be enoughto halt all further (potentially wasted)
ratio evaluations.

By including, aspart of the geneticalgorithms �tness function, somemeasure
of how many ratios need evaluating before a non-face image is classi�ed as
such, it may be possibleto produce ratio-templates that are very e�cien t. The
ordering of ratios could either be controlled by their weightings (larger weights
implying earlier evaluations) or elseindependently , but either way could result
in large performancegains.

4.2.2 Com bining Ratio-T emplates

Although somework was attempted to automate the combination of multiple
ratio-templates (seeSection 3.3.5) this proved unsatisfactory. At the very least
the \b oot-strapping" technique, used during evolution, also needs to be ap-
plied to the hillclim bing process,to help get over the problem of providing a
representativ e set of non-faceimages[20].

Alternativ ely it might be possible to integrate the combining stage with
the evolutionary process.This could possibly be achieved by cooperatively co-
evolving the ratio-templates with genotypesrepresenting combinations of those

1depending on whether the ratio is present or absent in the image.
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sametemplates. To do this we would needto ensurea certain amount of varia-
tion in the behaviour of the templates being evolved, otherwisecombining them
will have little bene�t. We would either need to have multiple populations of
separately evolving templates or elseuse genetic algorithms taylored to main-
taining diversity2.

4.3 Handle Rotation

Rowley, Baluja and Kanade[21] extended their \uprigh t frontal face detection
system"[20] to deal with facesrotated in the image plane. This was achieved
using a secondneural network as a \router network"[20]. The job of the router
network wasmerely to indicate the current angleof rotation of a facepresented
to it. This information would then be used to align the image so that the face
wasupright. Then the newly rotated image would be presented to the classi�er
network to decide if it was actually a face image or not. This extension was
partly motivated by the fact that \p eople expect face detection systemsto be
able to detect rotated faces"[20].

The way Rowley et al. added the abilit y to detect rotated faces to their
systemis very interesting. The extra network is usedin quite a modular fashion.
In principle the current system could be augmented by the addition of such a
router network, but it would be interesting to attempt a similar feat without
a neural network. Might it be possible to create a ratio-template that could
perform similar duties?

4.4 Conclusion

I have implemented, in C++ and Python, a face-detection system based on
ratio-templates. Using genetic algorithms I have evolved ratio-templates as
face/non-faceclassi�ers. Theseevolved ratio-templates, whilst not individually
strong enoughasclassi�ers for the face-detectiontask, whencombined produced
acceptablyaccurateand preciseclassi�ers. Testing of thesecombined classi�ers,
on various imagesand using a web-cam,shows that they have a su�cien tly low
false-positive rate and respectible true-positive rates.

As a proof-of-concept and for the development time-frame involved, this
project has been successfull. The system de�nitely works and with further
improvement could potentially form the basis of a very robust, e�cien t face
detection system.

2e.g. niching/�tness sharing etc
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App endix A

Electronic Resources

Electronic resourcesrelated to this project such as the source-code, poster and
project report will be made available at:

http://studentwe b.c s. bham.ac.uk / � msc37jx m/pro jec t/
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